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File & Data Management

In order to understand how operating systems manage files and data in secondary storage, an understanding of the theoretical techniques and the physical mechanisms used to store files and data is required. For simplicity’s sake, we will focus on the most prevalent physical storage medium—the hard disk: but first a little practical information on data storage and retrieval.

File and Directories in MS-DOS and Windows

Data on modern operating systems is generally stored in structures called files. However, files are ordered into directories or folders in order to make storage and retrieval of files more meaningful and more efficient for users and the operating system. Operating systems usually provide two high-level or logical views of file storage—using simple command-line and character-based strings, enhanced by straight-line graphics, or highly sophisticated graphic user interfaces.  The former uses command line pathnames to locate files—e.g., C:\WINNT\SYSTEM32\NTOSKRNL.EXE—while the latter uses a simple drill-down point and click approach using the graphical user interface. Nevertheless both approaches are based on a multi-level tree directory structure. 

On Microsoft-based MS-DOS and Windows systems, the first directory in a disk (also known as a volume) is called the root directory. On hard disks, this will typically be represented by a drive letter and back slash, e.g. C:\, D:\, E:\, and so on. In an MS-DOS-based system the root directory will contain the system files (MS-DOS.SYS—the kernel—and IO.SYS—which provides the hardware I/O interface), configuration files (config.sys and autoexec.bat), the command program (command.com), and miscellaneous system programs (e.g. FORMAT.COM, etc.). On a Windows 2000 system, the root directory of the primary drive will contain several system files: NTDETECT.COM, pagefile.sys, and boot.ini. The operating system files are stored in a folder/directory in the root directory called WINNT (e.g., C:\WINNT). WINNT contains many directories or folders, the most important of which is SYSTEM32: this contains the primary system file—the kernel —NTOSKRNL.EXE. This brief introduction to the logical directory and file storage structure provides a top-down description, which needs to be augmented by a bottom-up understanding of the storage medium itself. 

The Hard Disk

Hard disk drives consist of drive electronics, a DC motor, read/write heads and disk platters. The DC motor drives the disk platters at speeds of up to 10000 rpm. The air turbulence caused by the rotating platter permit the read/write heads to ‘float’ over the surface at a distance of a few microns (smaller than a dust particle). The drive electronics are connected to the drive I/O controller (EIDE or SCSI), on one hand, and the read/write heads, on the other. Each double-sided disk platter has two read/write heads associated with it, one on top and the other on the bottom. The surface of each disk platter is coated with a substance containing densely-packed microscopic iron particles arranged in short rows that are aligned in tight concentric patterns. If these particles are exposed to a strong magnetic field they become microscopic magnets. A little physics will illustrate how this property is used to ‘write’ a 1 or a 0 onto the disk surface. 

When an electric current passes through a metal conductor it generates a magnetic field in a radial pattern. When such a wire is wound around a metal rod to form a coil, current passing through the wire will cause a magnet field to radiate from the rod, with (+ or South, S) polarity at one end, and a negative (- or North, N) at the other. This pole-arity reverses when current flows in the opposite direction. The read/write heads on a hard disk are constructed thus. Hence, they constitute a large magnet capable of creating microscopic magnets on the surface of a hard disk (or a floppy disk). To write a 1, current is passed through the coil in one direction for a fraction of a second and then reversed for another. This creates two ‘banks’ of magnets on a track that are back-to-back in + –   – + or a – + +– configuration (depending on the initial direction of current flow). A particle with a magnetic flux aligned positive to negative (+ –) is configured S-N (South Pole to North Pole). A flux reversal occurs when the magnetic flux is aligned negative to positive (– + or N-S), with respect to adjacent and preceding ‘magnets’ on the track. Similarly, flux reversals occur when there is a transition from – + (N-S) to +​ – (S-N).  To write a 1, the read/write heads simply writes a pattern of + –  and then – +: this signifies a flux reversal. To write a ‘0’, current is passed through the coil to magnetize two ‘banks’ of magnets in a   +  – +  –  (S-N S-N) configuration: note that this does not constitute a flux reversal. Thus, when a read/write head is reading data, it reads a 1 when a flux reversal is detected. The reality of hard disk operation is much more complex and technically sophisticated, however, as data encoding schemes are employed to increase the capacity of hard disk storage. Nevertheless, this brief overview should give you some feel for how hard disks work.

Disk Structure, Formats, and Operating Systems 

While the ability to write 1s and 0s is important, the disk surface must be formatted if bytes of data are to be stored in a meaningful manner. Thus, hard disk manufacturers perform a low-level format of a hard disk to map out tracks (which contain the rows of iron particles waiting to be magnetized) and sectors (which contain sufficient particles to store 512 bytes of data). The low-level format permits the drive electronics to distinguish between different track and sector numbers. 

A four-platter hard disk has eight surfaces, numbered 0-7, and eight corresponding read/write heads, numbered heads 0-7. Track 0 on both surface 0 and 1 is referred to as cylinder 0. Thus sector 0 on surface 1 is addressed by hardware by referencing cylinder 0 (or track 0), head 1, sector 0—this CHS or cylinder, head, sector addressing scheme is used by the BIOS to communicate read/writes to the disk controller. However, such detail remains hidden from applications and much the operating system. Applications (and users) see files as highly structured data containers stored in directories or folders on disk drives (or partitions) whose paths are well defined e.g. c:\Winnt\system32\ntoskrnl.exe. 

The operating system views files as streams of bytes with no structure. Operating systems use file extensions (e.g. .doc, .exe, .sys, .dll, .jpg) to identify files and link them to parent applications. A special subset of operating system, the file system manager works with file system drivers (e.g. FAT, FAT32, and NTFS drivers are available under Windows 2000) and the BIOS to communicate with the I/O disk controller and disks that are high-level formatted to implement a specific file system (e.g. FAT, FAT32 and NTFS). A discussion of the FAT system will reveal the underlying concepts involved in file system management.

The File Allocation Table lies at the core of the MS-DOS file system. The file system manager and the FAT driver are implemented in the MSDOS.SYS and IO.SYS system files as software routines that, in collaboration with the BIOS, translate, for example, a read command on c:\Myfolder\myfile.doc into hardware specific commands that locate the cylinder, head/surface, sector or sectors that store the file. To do this, the file manager’s routines must make use of on-disk data structures that store the directory or folder data used to locate specific files. Several related data structures are therefore created when a high-level format is performed on a disk. To understand why such structures are important, we must return to first principles.

A Simple Example of a Hard Disk System Circa 1980

Let’s assume that this is the late 70’s and we must design a file system data structure capable of storing and locating files on a single-sided hard disk, which is just 128 kb in size (actually, 131,072 bytes). The disk was low-level formatted by the manufacturer to contain 256 sectors each of 512 bytes in size (256 * 512 =131,072). The 256 sectors are numbered 0-255. The development team responsible for the development of the new file manager decided to use an 8-bit addressing scheme to locate individual sectors, as there are 256 possible combinations of 1s and 0s using 8 bits (e.g. 2^8=256). Individual files and directories are to be named using a 12 byte pattern of letters and numbers. Files will be named using an 8.3 pattern around the ASCII character set—8 bytes for the file name, a period or ‘dot’ for the separator, and three for the file extension name. Directories will be named using up to 8 bytes. As with existing UNIX systems, applications will employ directories to store files as meaningful arrangements of data. The disk itself is to be called the root directory and will be assigned a single letter—e.g. c, d, e etc. (a and b are currently assigned to the dual-system floppy disk drives on PCs). In the microprocessor designed, the operating system is stored in firmware as the BIOS and requires no disk space (or boot sector). It is planned that the file system manager routine will allocate single sectors to hold directory information. The first sector, Sector 0, is assigned to hold directory information for the root directory. Each entry in a directory sector is akin to a database record. Each record will be 13 bytes in length, 12 bytes for the file/subdirectory name and one byte (8 bits) for the address of the first sector (or sectors) of a file or the address of a subdirectory. The following indicates how the proposed new file system will operate using a simple example.

When a file is written to the disk in the root directory, the filename is stored as a record in the root directory along with the address of the first sector in which the file is stored. For example, myfile.txt is just under 2 kb in size (1989 bytes) and is presently in RAM: it will take 4 disk sectors to store the file. The file manager knows this and looks for four free sectors. The first free sector found is Sector 20 (remember sector numbers are written as 8 bit binary numbers, not the decimal numbers used here for the sake of clarity). Thus the record stored in the directory entry is myfile.txt20. The file is then written to disk. The first 511 bytes of the file are written to sector 20. What of the 512th byte? The file manager uses this as a pointer to the next free sector by entering the binary value of that address into this final byte of sector 20—this is in effect a ‘linked list’ approach. For example, if sector 21 is to hold the next 511 bytes of the file, then this value is entered as the final byte in sector 20. Likewise, if sector 25 is the next free sector, then the binary address of sector 25 is entered as the last byte in sector 21. The address of the fourth sector is 30, accordingly, the binary address 30 is entered into the final byte of sector 25. Sector 30 contains the final portion of the myfile.txt, consequently the value FF, i.e. binary 11111111, is placed in the 512th byte to signify the end of file.  

What if a new directory is created in the root directory?  Just like the previous example, the directory name is entered in a root directory record along with the free sector the file system manager allocates to the new directory’s own directory structure. The new directory uses this to store the locations and names of its own files and sub-directories.                       

The Full FAT

The example described above illustrates a relatively primitive file system—however, it bears a striking similarity to that used in MS-DOS. Perhaps the most popular file system for the IBM compatible PC was MS-DOS’ FAT system. This uses 16-bit addressing to locate individual sectors or clusters of sectors (discussed later). With 16-bit FAT, the maximum number of addressable locations on-disk is 65,536 (2^16=65,536). Thus, if a hard disk is formatted under FAT using single sectors as the smallest addressable location or file allocation unit, then the maximum disk size will be 32 Mb  (512 (byte sectors) * 65,536 (addressable sectors) = 32 Mb). Is FAT limited to 32 Mb drives? No. The maximum size of a FAT volume (disk or disk partition) is 2GB (actually 2,147,483,648 bytes). It achieves this by grouping physical sectors together into logical structures called clusters
 (MS-DOS/Windows NT/2000).  A 2GB hard disk contains just 4,194,304 sectors (2,147,483,648/512). If FAT can only address 65,536 sectors or clusters, then with a 2GB hard disk the cluster size is 64 sectors/cluster. 64 sector clusters are unwieldy and impractical except for database or multimedia files which are generally quite large. So how can you reduce the cluster factor/size? Simple. Partition the drive into a primary partition and an extended partition, that is in turn partitioned into logical drives (e.g. D:, E: F: etc.). More about partitioning later.

Remember clustering is a logical operation performed when the File Allocation Table is created during a high-level format. A high-level format is performed when a file system (FAT, FAT32, or NTFS) is installed on a new or existing disk or disk partition. During a high-level format under MS-DOS two File Allocation Tables are created—a primary and a backup. The FAT table is a simple data structure whose records contain a single 2 byte field (16 bits). In a 32 MB disk, each record number corresponds to the physical address of a sector, while in larger disks each entry corresponds to the address of the first sector in cluster of sectors (i.e. file allocation units). We should really be using hexadecimal notation to explain this, but decimal will illustrate the concepts better. So, in a disk with 65,536 sectors or clusters, the FAT table will have 65,536 records, numbered 0 to 65,535 (0 to FFFF hex). The single field entry in each record contains a 16 bit number, which if 0, indicates that the sector/cluster has not been allocated to a file and is free. If the value if 65,535 (FFFF hex), then this indicates that the record corresponds to the last sector/cluster of a file (or that this is the only sector/cluster in a file, if the file is less than the sector (512 bytes) or cluster (< 1 kb - 64kb) size). But what of the other values? These represent the 16 bit addresses of the other sectors or clusters which have been allocated to store the file. 

The first two entries in the FAT are special. The first of these contains a 16 bit value that indicates the disk system type (e.g. FFFD) while the second is FFFF. Remember that the first sector (0) in a disk contains the master boot record, which is used by the BIOS to boot the system and which contains the operating system bootstrap code. The record also contains the partition table, which indicates the type and size of the partitions on the disk. There is therefore no need to include this in the FAT. The second sector contains the first 512 bytes of the FAT itself, so there is no need for an entry in the FAT for this. The value FFFF in the second record of the FAT merely acts to prevent this sector from being used mistakenly for files. So how big is the FAT? A 65,535 record FAT is 131,072 bytes (128kb) in length and takes 256 physical sectors to store. Remember also that there is a second FAT, so the first 513 sectors will be reserved: the first sector for the MBR, the next 256 for the primary FAT, and the following 256 for the backup copy of the FAT. In addition, the 514th sector is allocated to the root directory, e.g. C:\. If this is the first and only hard disk to be installed in a computer, the above operations will have been performed from a version of DOS that was booted via the floppy disk. 

There is a dearth of comprehensive information on how the disk directory structure in MS-DOS is implemented.  As indicated, all directories and files in a FAT disk or partition can be traced to the root directory. The root directory table is stored in sector 514 and like the FAT itself, the root directory (and all other directories and sub-directories) is structured like a database table, each record of which is 32 bytes in length. Each record is structured as follows: the filename (or directory name) is assigned 8 bytes; file extension 3 bytes (Unlike UNIX, the dot is not stored in DOS); the attribute byte, six bits of which are the archive or A bit, the next the D bit, (which indicates that the entry is a directory name), the V (volume) bit, the S (system) bit, H  (hidden) bit, and finally the R (read-only) bit; the next 10 bytes are reserved for future use; two bytes are used to indicate the time the file was created; another two are used for the date; next, the most important two bytes which are used to locate the first sector (and FAT record) used to store the file; finally, 4 bytes are used to indicate the file size. Thus, with a 32 byte entry for each subdirectory and file, the first sector of the root directory table holds 16 entries (512/32=16). Hence, more than one sector will be required for any normal system. A short example will help put all this together.            

Practical Examples of how the FAT and Directory System Operate

The file Myfile.doc is 2 kb in size and is stored in the root directory (c:\myfile.doc). In a 32 Mb FAT-formatted hard disk, it will take 4 sectors (512 * 4 = 2kb) to store the file. If a user wishes to create, read or write to the file, he must know the path i.e. c:\myfile.doc. If an application wises to open this file, COMMAND.COM passes the file’s path to the file management routine in the DOS kernel, MSDOS.SYS; the file manger first examines the root directory table, which will be held in RAM.  It searches for the filename and extension, each of which is unique; this acts as the primary key in the directory data structure. When it locates the myfile.doc record, it takes the 2 byte/16 bit value held in the first sector field and performs a look up in the FAT to locate the other 3 sectors that store the file’s data. If the file’s first sector is sector 600, then the file manager performs a lookup in record 600 in the FAT. The 16-bit value stored here is the address of the next sector. For myfile.sys, this is sector 601. The file manager then looks up the contents of this record in the FAT to locate the address of the third sector. The entry here is 650. The file manager then examines the contents of FAT record 650 and sees an entry of 651. A lookup of 651 reveals FFFF (all 1s), which is the end of file (EOF) marker. The file manager then passes the 4 sector numbers to IO.SYS, so that it can to read the contents of these location to RAM. 

Locating a directory entry in the root directory is very similar. Take the subdirectory MYDIR, given by C:\MYDIR. In order to locate this directory on the hard disk, the file manager looks in the root directory table (which was transferred to RAM on boot up). It searches each file name entry to locate one that matches MYDIR (the root directory extension is empty as a directory has no extension, remember the attribute bit). It then uses the first sector field to lookup the FAT for the sector number(s) (it already has the physical first sector address by default) of the entire directory contents. The process of locating these is similar to that described above.    

This then is a basic introduction to file management systems using MS-DOS as an example.     

� UNIX refers to sectors as allocation units and does not group sectors together.





PAGE  
4

